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“The best thing about the Grid 
is that it is unstoppable.”

The Economist, June 21st 2003.
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What is Grid Computing?
Grid computing is a coordinated way 
of managing and dynamically sharing 

disparate sets of computing 
resources

Grid computing is also:
● A natural evolution of 

distributed computing
● Horizontal scaling par 

excellence
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Grid Definitions

A hardware and software infrastructure that connects 
distributed computers, storage devices, databases 
and software applications through a network, and is 

managed by distributed resource management 
software

A way of managing and dynamically 
sharing disparate sets of resources

A dependable, universal information infrastructure 
that builds on the power of the Net and enables more 

efficient computation, collaboration, and 
communication 
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What Grid is Not
It’s not futuristic

Grid technology is:
Here now

Real

Based on solid technology
Ready to be delivered today!

Sun grid solutions are:
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What Grid is Not
It’s not new 
technology

Sun has been an active participant in the 
growth and development of grid technology

The evolution of grid has been 
ongoing for many years

Sun has been assisting customers deploy 
grid technology for several years
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What Grid is Not
It’s not just a technology adopted by 
academia or research organizations

50% of the grids implemented with the Sun ONE 
Grid Engine are commercial enterprises

Grid is ideal for any environment which 
requires sharing of compute or data 

resources 

Like the Web, grid has grown from an academic 
and government R&D concept into an important 

part of the enterprise IT strategy
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What Grid is Not
It’s not rocket 

science
Deploying a grid is not 
conceptually difficult

Some customers can build their own grid with 
the Sun ONE Grid Engine

Customers interested in deploying the Sun 
ONE Grid Engine, Enterprise Edition, will 
likely need a more complete solution with 

consulting services 
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What Grid is Not
It’s not just the 

software

Many areas need to be addressed to 
deploy a successful grid solution, including 

the existing infrastructure, operations 
management, applications – and much 

more

The software is one small 
part of designing and 

implementing a total grid 
computing solution
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Grid Computing Tasks
Genetic sequencing, bio-

simulations, database queries
Simulations, verifications, 

regression testing
Market simulations, risk and 

portfolio analysis
Crash testing simulations, stress 
testing, aerodynamics modeling
Large computational 

problems, collaboration
Visualization, seismic analysis, 

simulations
Enhanced delivery of 

network services

Who is Using Grid Computing?
● Life Sciences

● Electronic Design

● Financial Services

● Automotive Manufacturing

● Scientific Research

● Oil and Gas Exploration

● Telecommunications

Industries

●  Business 
Computing

Grid-enabled enterprise applications, 
database and transactional 

processing
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Grid Computing Components

Visualization

Storage

Integration

Grid Engine

ComputeData Visual

Access
Access
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Compute Grid Stack
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Grid Infrastructure 
Reference Architecture

Data

Compute

Access
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Compute Grids
Understand your workload
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The Grid Architecture Dilemma:
Scale Vertically or Scale Horizontally?

Scale Vertically:
● Parallel applications: OpenMP
● Large Shared Memory
● Top Performance
● Higher acquisition cost
● Lower development and 

management complexity & 
cost

Scale Horizontally:
● Serial and parallel applications: MPI
● Throughput
● Lower acquisition cost
● Higher development and 

management complexity & cost

$/CPU

The Deciding
Factor

What do the
workloads 

require?
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Capability and Capacity Computing
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Cache-coherent shared-
memory multi-processors (SMP)

● Tightly-coupled: high
bandwidth, low latency

● Large, workloads: ad-hoc
transaction processing, 

data warehousing
● Shared pool processors

● Tera-scale memory

Cluster multi-processor
● Loosely coupled

● Standard H/W & S/W
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Vertical vs. Horizontal Workloads

Compute Intensity

Data Size

Little

Small

Large

Fit for Scalar

Chemistry

Fit for Vector

Crash
EMD

Real Time
Local Weather Forecast

Nano Technology

Engine Analysis 
Simulation

Noise Analysis

Automotive 
EMD Simulation

Meteorology

Structure

Fluid
Dynamics

32bit-Cluster
Huge

64bit
Shared Memory

Genomics

Workload 
Characterization
Courtesy of NEC

Finance
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Vertical or Horizontal:

● Vertical Grid
— Climate modeling
— Data mining
— Signal Processing
— Cryptanalysis
— Nuclear simulation
— Some structural analysis
— EDA  full assembly simulation

ed

● Horizontal Grid
— Seismic analysis
— Genomics
— Computational Fluid Dynamics
— EDA sub-assembly simulation
— Some Structural Analysis
— Crash Testing
— Database – Oracle 

● Horizontal Non 
Grid

— Web servers, Firewalls
— Proxy servers, Directories
— SSL, VPN
— Media streaming
— XML processing

● Vertical Non Grid
— Large databases
— Transactional databases
— Data warehouses

ed
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Workload Performance Factors 
● Processor speed, capacity and throughput
● Memory capacity
● System interconnect 

latency & bandwidth
● Network and storage I/O
● Operating system scalability
● Visualization performance and quality
● Optimized applications
● Network service availability

#1 issue 
for real world

cluster
performance
and scaling
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Interconnect Options
Scale Vertically or Scale Horizontally?

Sun Fire Link
4.8 GB/s

< 4 µs
latency

GBE
100 MB/s

100µs
latency

● Parallel applications: OpenMP
● Large Shared Memory
● Top Performance
● Higher acquisition cost
● Lower development and 

management complexity

● Serial and parallel applications: MPI
● Throughput
● Lower acquisition cost
● Higher development and management complexity

Myrinet
240 MB/s
7 - 12 µs
latency

Infiniband
800 MB/s

8 µs
latency

V480
V210
V60X

SF4800
V1280
V880
V480

SF15K
SF12K
SF6800

Interdependent Threads

Cluster
Performance

The Deciding
Factor

What do the
workloads 

require?
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Access Grid

Visualization

Storage

Integration

Grid Engine

ComputeData Visual

Access
Access
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A Grid Stack – Software
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Software Elements

Sun QFS/SamFS
Solaris CacheFS

N1 Grid Engine
SolarisTM Resource Manager

N1 Grid Engine
Enterprise Edition

Departmental Grid Departmental Grid 
Infrastructure Infrastructure 

Global Grid Global Grid 
Infrastructure Infrastructure 

Enterprise Grid Enterprise Grid 
Infrastructure Infrastructure 

N1 Management Center
N1 Control Station

Service Service 
Discovery Discovery 

Authentication/Authentication/
Authorization Authorization 

Data  Data  
Management Management 

Policy Policy 
Management Management 

Resource Resource 
Management Management 

System System 
Management Management 

Data Data 
Access Access 

Small to Large Grid Computing Solutions

Industry Standards and Industry Standards and 
partner technologies partner technologies   

OGSA, OGSA, 
Globus Toolkit,Globus Toolkit,
AvakiAvaki
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Sun Grid Engine
Enterprise Edition, Policy Examples

Project A and 
Project B both 
start with 50% 

of the resources

Project A does not 
need its full allocation 

of resources

Project A wants
its resources 

back

Project A receives 
compensation for resource 

usage by Project B

Usage by Project A and 
Project B returns to policy 

assignment

Deadline: Critical project(s) given more resources
Override: Manual, complete control to administrator(s)
Functional:  No Compensation for past usage
Share Tree: Compensation for past usage (below)
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Data Grid
Sun's Strategy: All Grid, All the time

Visualization

Storage

Integration

Grid Engine

ComputeData Visual

Access
Access
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Grid Infrastructure 
Reference Architecture

Data

Compute

Access
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Storage Issues

● Increasingly Large Datasets
– LHC (Large Hadron Collider : 10 TB/day)
– CEA – 25/50 TB RAM, 500 TB “fast storage”

● NAS dominates (NFS)
– FC-AL too expensive in 2 way nodes

● Extreme I/O
– 1 O&G Company 5GB/Sec RW (2048 CPUs)

●
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Grids
Real World 
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UK e-Science Grid

Cambridge

Newcastle

Edinburgh

Oxford

Glasgow

Manchester

Cardiff

Southampton

London

Belfast

DL

RAL Hinxton

$180 & 180 Mio in 3 & 3  
years

for science and engineering  

Our Grid Centers in UK:
Edinburgh EPCC, Sun CoE HPC & 

Grid
Cambridge, 2TeraFlops 10 SF15K

Oxford, Computational Finance
London IC, Sun CoE e-Science

London UCL, Sun CoE Networks
Manchester, MyGrid (BioGrid)

Leads, Sheffield, York: White Roses 
Grid

Durham: Cosmology Engine Grid
....
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White Rose Grid (England)

●  Leeds, York + Sheffield Universities

●  Deliver stable, well-managed HPC resources       
supporting multi-disiplinary research

●  Deliver a Metropolitan Grid across the               
   Universities
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White Rose Grid Architecture

Maxima

GT2.0

SGE/EE

Snowdon

GT2.0

SGE/EE

Pascali

GT2.0

SGE/EE

Titania

GT2.0

SGE/EE

portal

White Rose Grid
GT2.0

Solaris Linux Solaris Solaris
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NRC-CBR Grid Initiative
● Installed N1 GE
● Integrating Globus with 

SGE for bioinfomatics 
network

● Working on Catus API 
for Biological 
Applications

● Expertise in Biominer 
development (tool for  
data mining in 
functional geonomics)
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Cambridge/Cranfield HPCF
● CCHPCF / UK e-Science problem

– Deliver sufficient computing capability 
to scientists unable to obtain adequate
resources either locally or nationally

● Sun Fire Supercluster solution
– 10 x 90 way F15K
– 2880 GB RAM
– Benchmark speed of 1.4 Teraflops (peak > 2 

Teraflops)

● New Capabilities
– Ranks well within the top 20 in the world
– Maximum job is now 24 hours at a realistic 300 

GFlops, 150 GB/sec bandwidth, 800 
GBytes of memory and 6 TBytes disk space

– 2x job run time, 2x Gflops, 10 x memory limits
– Cost estimated at 14p per CPU per hour 

and considered extremely good value
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Education:
Penn State Pleiades cluster 

● Problem
– Process gravitational wave data from the Laser 

Interferometer Gravitational-Wave Observatory 
(LIGO) to detect astronomical sources such as 
black hole formation

● Solution
– 160  dual CPU servers
– 870 gigaflops with gigabit Ethernet
– Upgrading to over 1.4 teraflops with Infinicon 

Infiniband high speed interconnect
● Benefits

– Ranked 156th on the Top 500 list initially and in 
Top 100 with Infiniband

– With Pleiades, Penn State plays a strategic 
role in the International Virtual Data Grid 
Laboratory an international computational 
laboratory of unprecedented scale and scope, 
linked by a high-speed network and operated 
as a single system.
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Education: 
San Diego Supercomputer Center

● Problem
– Data-intensive requirements: storage management, complex 

scientific applications, relational databases and data mining
– Mixed/heterogeneous environment

● Solution
– 500TB Sun HPC SAN
– Single point of data, file system 

and storage management
● Benefits

– >3.2GB/sec with Sun StorEdge™ 3910
– 95MB/sec over WAN across US 
– Industry’s fastest movement of data 

across TeraGrid network
– Reduction from days to hours in the 

transfer of multi-terabyte datasets

"It's all these pieces "It's all these pieces 
working together working together 
that allowed us to that allowed us to 
reach a new milestone reach a new milestone 
in data-transfer speed" in data-transfer speed" 
  
Phil Andrews SDSC Phil Andrews SDSC 
Program Director Program Director 
for High-end computingfor High-end computing
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Government: DOE - Idaho National 
Engineering & Environmental Laboratory
● Problem

– Support engineering resources needed to design Generation IV DOE 
nuclear reactors

– Provide secure collaborative environment for eleven worldwide partners 
including governments, industry, and research communities 

● Solution
– 230 Sun Fire v20z servers
– 12 Terabytes of Sun StorEdge 6320 storage
– Linux and Solaris 9, with upgrade to Solaris 10
– Java Enterprise System and development tools
– Sun Grid Engine Enterprise Edition 6.0
– Sun's StarOffice 7.0 office productivity platform
– On-site training and support from Sun Services

● Result
– Sevenfold increase in compute power
– Propels INEEL into top 150 supercomputing site
– JES and N1 Grid containers provide controlled access

in virtualized team environment that meets DOE security requirements
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Manufacturing:  VW Audi
Solution: Crash and electromagnetic stability simulations

● VW Audi problem
– Upgrade simulation capability for crash 

testing and electromagnetic stability
● Sun solution

– 300  dual nodes for crash (PamCrash)
– 16  dual nodes for EMV (FEKO)
– Integrated dual purpose cluster
– Gigabit Ethernet, routed through Nortel 

5510 switches
– c.cluster management software
– Assembled to order by CRS Linlithgow
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Manufacturing:  McLaren 
Solution: HPC 

Business Requirements:
● Shorten Time to Market 
● Regulation Changes
● Faster aerodynamic designs

IT Program Goal:
● Need for massive processing power 
● Optimum reliability 

Results:
● Production of a competitive F1 car

Products:
● Sun Technical Compute Farm 

racks
● Sun Grid Engine
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Oil and Gas, Big Grids, Big 
Data
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Problems in Oil and Gas
Exploration and Production

Data
Acquisition

Visual
Interpretation

Seismic
Processing

Data
Management

Simulation
Workflow Courtesy of Landmark 

 A Halliburton Company

● Discovery of new reserves is 
urgent

● Companies need better resource 
management 

● Ability to tap existing reserves 
demands increased simulation 
accuracy

Modeling
Automation

Petrophysical
Analysis

Property Modeling
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Seismic Data

● Growing data
– 300 MB/Km2 early 90s
– 25 GB/km2  today

● On shore exploration $20Million/well
● Off shore exploration $80Million/well 
● Acquisition costs of up to $35K/km2 

Sources, Grid Computing Ahmar Abbas:
1 Luigi Salvador, High Performance Computing for the Oil and Gas Industry
2 ML Geovision www.alkorinternational.com

http://www.alkorinternational.com/
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Energy: PetroBras
Solution: Seismic Processing

Business Requirements:
● Manage more data 
● Process more seismic 

surveys
● Lower finding costs

IT Program Goal:
● Reduce TCO while data increases
● Improve responses times
● Provide the fastest turn around on 

jobs

Results:
● Doubled Throughput for Seismic 

jobs
● Lowered TCO by 20%

Solution and Partners:
● SunFire  based compute 

Cluster
● SunPS Grid Practice
● Landmark Graphics (Promax)
● Schlumberger (Omega)
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Energy: Saudi Aramco
Solution: Seismic Processing & Reservoir Simulation

Business Requirements:
● Manage more data 
● Process more seismic 

surveys
● Optimise Reservoir 

Production
● Lower finding costs

IT Program Goal:
● Reduce TCO while data increases
● Improve responses times
● Provide the fastest turn around on 

jobs
● Increase accuracy of simulations.

Results:
● Increased throughput for Seismic 

jobs
● Boosted simulation cycles while 

keeping run times the same

Solution and Partners:
● 8 128 node SunFire compute 

clusters
● SunPS Grid Practice
● Myrinet Interconnect
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Life Sciences:
Oxford GlycoScience Plc
Solution: high throughput proteomics

Business Requirements:
● Exceptional turnaround times 
on compute intensive projects

● Lower Computing cost

IT Program Goal:
● Transparent addition of compute 

resources
● Achieve better resource utilization

Results:
● Development of one of the most 

powerful and sophisticated 
proteomics/genomics data 
factories

● Three month turnaround reduced 
to 1-2 weeks

Products:
● Sun Enterprise and Sun Fire 

Systems
● Sun servers running  Linux
● Sun Blade workstations
● Sun N1 Grid Engine Enterprise 

Edition
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Financial Services: 
Banque Nationale de Paris

● Problem
– New regulatory compliance standards required 

BNP Paribas to expand existing compute farm 
(IBM) from 200 nodes to 320 nodes to optimize 
risk analysis.

– Application GPrime their own includes their own 
scheduler and developed in ADA!

● Solution
– 116 Sun Fire v20z dual Opteron 248 servers
– Integrating servers and connecting to the network 

done by partner (SCC)
– OS (a Red Hat free version tuned for customer 

needs) installed by customer,  procedure 
validated by Sun
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Financial Services: Citigroup
● Problem

– Provision six risk analysis applications while 
consolidating 23 Sun servers and 
decommissioning older HP Unix systems

● Solution
– 3 Sun Fire 15K systems (72 CPUs and 288 GB 

memory)
– 3 N1 Sun Grid Engine 5.3 masters and support
– SunPS Server Consolidation Services and large
– SMP performance tuning for Citigroup's 

application
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